
1

A Brief and Simple Business Leader's Guide 
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In 2010, at Northwestern University, I 
created and launched the world’s first 
fully online master’s degree program 

in predictive analytics. I expected a big 
response, but even I was completely 
overwhelmed by the number of applications 
we received. (Insert your own joke here 
about my inability to predict.)

Today, the business world can’t get 
enough of the predictive power of data 

scientists, machine learning, and artificial 
intelligence. There’s something incredibly 
alluring about the ability to predict the 
future. Many business leaders, however, 
are overly enamored with prediction, 
and have unrealistic expectations about 
what predictive analytics can do for their 
business. For those leaders who use or want 
to use predictive tools in their business, I 
note the two most important limitations of 
predictive modeling.

Clinical Associate Professor of Data Analytics and 
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After some recent talks that I've given on the role of data analytics in decision-making, I've 

been asked for some follow-up by senior business leaders. They have lots of questions about 

how their organizations use data and whether they're doing it "right." (Spoiler: there's no single 

"right," just good and bad evidence for decision-making.) I have been asked multiple times if I 

could help these business leaders better understand predictive analytics, and specifically, better 
understand the cautions and pitfalls of using prediction for decision-making. It's super short, but 

perhaps you, too, may find this useful. So, here is a version of what I've shared - feel free to send 
around / comment / agree / disagree / etc.  

Find me at JoelShapiroAnalytics.com if you want to contact me!
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Limitation #1. Predictions are built on many 
assumptions, and can fail very easily.

A prediction is simply an educated guess of 
what is likely to happen in the future, based 
on what we have seen in the past. The most 
common tools for predictive analytics are 
statistical modeling and machine learning 
(which includes artificial intelligence), both 
of which attempt to identify past trends and 
make inferences for the future.

Predictions are necessarily based on past 
data – regardless of whether the data are 
5 years or 5 minutes old. For instance, if you 
want to predict customer acquisition, you 
must have existing prospective customer 
data on which to build a model.

Predictions are also, by their nature, 
uncertain, and built on numerous 
assumptions. Today’s best data-driven 
business leaders understand and can assess 
these assumptions. Not only does this help 
these business leaders engage with data 
scientists who build predictive models, but 
it also allows them to better understand the 
limits of prediction.

Here are some of the most common ways 
that predictive models can fail.

Predictions can fail due to over-
specification. This is a well-known problem 
with prediction, but fortunately, any 
reasonably-competent data scientist knows 
how to solve for it. The basic idea is that if 
we build a model that too perfectly fits past 

data – including all outliers, nuances, and 
quirks – then it just isn’t very likely that future 
data will look exactly the same. That is, the 
model would be “overly specific” to existing 
data.

Data scientists solve for this by randomly 
dividing a data set into two pieces – typically 
somewhere around a 75%/25% split. They 
use the bigger piece to build a predictive 
model and the smaller piece to test the 
model’s predictions. If the model doesn’t do 
a good job of predicting outcomes for the 
smaller piece, then they don’t use the model, 
since it is unlikely to predict well for future 
data. It is entirely appropriate for a business 
leader to rely on his/her data team to ensure 
that a predictive model is not overspecified. 
That’s a regular part of a data scientist’s job.

A model needs to generalize to an 
appropriate target group. In other words, 
just because a prediction is true for some 
customers doesn’t mean it is true for all 
customers.

If I set up a stand at my local gym and 
have success selling a new kind of protein 
bar, then all I know with certainty is the 
past purchasing behavior of that specific 
group of people. Does this mean that 
other members of the gym will purchase? 
Perhaps, especially if the people I initially 
sold to are representative of the other 
members of the gym. Will it sell well to 
members of other gyms? Or in grocery 
stores? These are questions that are more 
qualitative in nature. Data scientists have 
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no easy measure to answer them. It is highly 
appropriate for a business leader to ask 
about the alignment between the company’s 
target population and the population used 
to build the predictive models, and to use 
his/her subjective judgment about the 
eneralizability of the model created.

The least appreciated – but perhaps 
greatest – risk of failure for any predictive 
model is simply that the conditions of the 
future are almost certainly not the same as 
in the past, when the model was built. When 
a data scientist tells you that a model has 
strong predictive accuracy, s/he means that 
the model performed well on past data. If 
present or future conditions are not identical 
to past conditions (e.g., there are new 
competitors in your market, or technology 
has changed the way consumers behave), 
then your predictive model is likely to fail. 
A good data scientist will continually build, 
test, and re-test models to ensure predictive 
models remain accurate and relevant. 
Especially given how quickly technology 
changes, predictive models become 
obsolete very quickly.

Limitation #2: Predictions often do not eas-
ily lead to better decision-making.

There are some cases in which a good 
prediction leads directly to good decision- 
making. For instance, a bank that uses 
a fraud detection algorithm will deny a 
transaction if the predicted likelihood 
of fraud for that transaction is too high. 
The business decision – whether to deny 

or approve the transaction – is a simple 
function of the prediction.

However, most business decisions do not 
easily flow from predictions.

For instance, over the last couple of years, 
I’ve been working with an auto club that 
provides a range of benefits to its members, 
including roadside assistance, coupons for 
oil changes, hotel discounts, and much more. 
This company was worried about how many 
members they were losing each year, and so 
contracted with a data science firm to find 
the primary drivers of customer churn.

The results of the analysis showed that the 
single biggest driver of churn was whether a 
member redeemed the oil change coupons. 
That is, those who used the coupons were 
likely to renew membership, while those who 
did not were much more likely to let their 
membership lapse.

I was present when the data science firm 
presented its findings to the marketing 
team. The team was, quite simply, ecstatic. 
They immediately started brainstorming 
how to get auto club members to redeem 
oil change coupons. But this, of course, 
is a classic “correlation-is-not-causation” 
mistake. Just because redeeming an oil 
change coupon predicts that a member will 
renew his/her membership does not mean 
that redeeming the coupon is the cause.

Fortunately, the marketing team quickly 
understood as I explained it to them. 
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“We get it,” they told me, “prediction isn’t 
the same as causation. Well, at least we 
now know the best group to target for a 
customer retention initiative. Let’s see if we 
can find a way to retain the members who 
don’t redeem oil change coupons.”

Alas, this too is misguided. Analytics 
doesn’t mean that we should predict which 
customers are most likely to churn and then 
try to keep them. Rather, a sound analytics 
strategy will identify the customers whose 
likelihood of churn is most reduce-able with 
our churn reduction initiatives. Ideally, we 
also should account for the lifetime value 

of each customer, and only intervene with 
those customers who reduction in churn 
likelihood and lifetime value is worth the 
cost of the business initiative.

Predictions – in the best case – accurately 
predict what is likely to happen. Most of 
the time, they don’t tell us how to allocate 
resources or what business decision to 
make. Today’s business leaders should be 
knowledgeable about the limitations of 
prediction and think deeply about how 
predictions can lead to better business 
decisions.
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